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Abstract—The DNS standards mandate that recursive resolvers
should bound the amount of work they perform per query.
Yet, for nearly four decades, the specifications have offered
little concrete guidance on how to enforce such limits, largely
because of the system’s daunting and growing complexity.
This ambiguity has led to divergent implementations, recurring
performance bugs, and above all, constant discoveries of denial-
of-service (DoS) vectors. Prior research has inspected only frag-
ments of a resolver’s behavior, mostly using informal methods,
while existing mitigations hinge on heuristic thresholds that
lack broadly accepted guidance. As a result, both the issues
uncovered and the fixes deployed remain narrow in scope.
We address this gap by modeling recursive resolution as
an Extended Transition System (ETS) with cost annotations
and formulating the computation of maximum per-query work
as a constrained longest path search problem with provable
guarantees. Building on this formalism, we introduce rProfiler,
a systematic profiling framework for measuring and modeling
the work performed by DNS resolvers. Applying rProfiler
against widely used resolvers exposes severe DoS vectors:
issuing only 30 work-intensive queries per second cuts these
resolvers’ performance by at least 67%—and in some cases,
renders them completely unresponsive. Diagnosing resolvers
with rProfiler also yields actionable insights to improve their
robustness against DoS attacks and subtle performance bugs.

1. Introduction

The Domain Name System (DNS) is a foundational
component of the Internet infrastructure, enabling the trans-
lation between human-readable domain names and machine-
interpretable data essential for communication and service
access. As the primary driver of name resolution, recursive
resolvers are critical to Internet reliability. Public resolvers,
such as Google Public DNS and Cloudflare 1.1.1.1, serve
millions of users, and their outages or performance degra-
dation can lead to large-scale service disruption [1], [2], [3].

As early as RFC 1034 [4], the designers of DNS al-
ready emphasized the need to bound the amount of work a
resolver performs for each client query. However, while the
specification mentions example forms of “work”™, it remains
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vague and incomplete in defining what constitutes resolver
work and how such work should be bounded.

This ambiguity has severe practical consequences. In
addition to misconfigurations that can lead to functional
correctness bugs (such as lame delegation [5] or rewrite
blackholing [6]), researchers have, over the years, discov-
ered numerous performance bugs or denial-of-service (DoS)
vulnerabilities that can significantly amplify resolver work.
We classify these attacks into three categories based on the
type of complexity they introduce into recursive resolution.

Structural complexity attacks [7], [8], [9], [10], [11] ex-
ploit aliasing and delegation mechanisms to expand a single
query into a cascade of subsequent lookups. Time complex-
ity attacks [12], [13], such as those exploiting expensive
cryptographic operations triggered by DNSSEC validation,
compel resolvers to perform substantial computation. Space
complexity attacks [14] aim to exhaust memory resources by
flooding the resolver cache with large malicious responses.

Despite their demonstrated impact, these attacks are
primarily developed from individual perspectives of resource
consumption, and a systematic methodology for reasoning
about resolver work is still lacking. As a result, none of
existing attacks can claim to approach, let alone achieve, the
upper bound of the work a recursive resolver can perform.

Meanwhile, existing mitigation strategies also come with
major challenges. Many mitigation strategies resort to imple-
menting hand-tuned query limits. But how to define proper
thresholds remains an open question [15], and DNS vendors
and operators are facing intrinsic dilemmas: Overly per-
missive settings leave resolvers vulnerable to attacks, while
overly strict thresholds risk impact on DNS functionality or
collateral damage to legitimate clients.

These limitations underscore the need for a princi-
pled approach to reasoning about resolver work: one
that transcends heuristic limits, is grounded in the proto-
col’s semantics, and remains expressive enough to capture
implementation-specific behaviors. This brings us to a long-
standing, fundamental, yet still unresolved question: What
is the maximum amount of work a recursive resolver can
perform in response to a single client query?

Answering this question is non-trivial, as implied by the
prior research mentioned above. Recursive resolution is in-
herently dynamic, unfolding as a sequence of interdependent
operations, such as query rewriting, delegation traversal, and



DNSSEC validation, each of which may be conditionally
triggered based on server responses, cache contents, or local
policy. Reasoning about resolver work through fragmented
lenses is apparently insufficient. Moreover, constructing a
test environment for systematic resolver profiling requires
much beyond standard DNS software (especially authori-
tative nameservers): we need fine-grained control over the
sequence, content, and timing of responses, as well as the
ability to simultaneously host dozens or even hundreds of
authoritative nameservers and zones.

To tackle these challenges, we propose a protocol-centric
approach that models recursive resolution in its entirety. We
formalize the resolver’s behavior as an Extended Transition
System (ETS), where each state transition reflects an essen-
tial resolution operation annotated with a cost representing
resource consumption. Recursive resolution is a dynamic
process driven by conditional transitions and state-dependent
behavior—each action taken by the resolver depends on
its recursion state, cached data, and policy settings. Such
dependency introduces non-linearity that prevents direct
reasoning with standard symbolic solvers, which typically
assume static transition logic and seek closed-form general
solutions. To capture this dynamic behavior, we instead
formulate the task of determining the maximum per-query
work as a constrained longest-path search over the ETS. In
this formulation, the constraints encode protocol correctness
and implementation-level resource bounds (e.g., limits on
recursion depth, query restarts, and cache capacity). This
abstraction enables algorithmic exploration of the resolver’s
feasible action space while providing provable guarantees
on the upper bound of its total work.

Building on this formal model, we design and imple-
ment rProfiler (DNS Resolver Profiler), the first end-to-
end framework for resolver work profiling. A key compo-
nent of rProfiler is a Dynamic Reconfigurable Nameserver
(DRN), which enables dynamic response generation, allows
the exploration of implementation-specific behaviors, and
supports the simulation of multiple nameservers within a
single instance as if they were independent of each other.

We then apply rProfiler to three widely deployed open-
source resolvers to examine the amount of work they per-
mit per query under their default configurations. rProfiler
first probes each target to infer the constraints required to
construct the corresponding ETS, and then performs the
longest-path search to identify the most expensive transition
trace. We instantiate the trace with concrete nameserver
configurations and apply it at scale to analyze resolver
behavior under stress, which reveals various performance
issues. Finally, through ablation studies, rProfiler identifies
dominant cost components and performance bottlenecks.

Our evaluation reveals that, even with all known mit-
igations in place, the amount of resolver work allowed
can still lead to significant performance degradation: at
least 67% across all tested cases, and in extreme scenarios,
complete unresponsiveness of the targeted resolver. Further
experiments shed light on how such behavior manifests
under sustained stress and how different cost components
contribute to the overall degradation. While this leads to the

discovery of new DoS attacks, our findings further provide
actionable insights into how resolver design and configu-
ration can be systematically improved to ensure robustness
under adversarial conditions. For instance, our ablation study
shows that performance degradation strongly correlates with
cache management behavior when the cache approaches
its configured size limit, suggesting that resolvers should
incorporate sanity checks before admitting entries into the
cache to enhance resilience against adversarial inputs.

This paper makes the following contributions:

« We introduce a formal model that enables quantita-
tive analysis of recursive resolvers’ resource consump-
tion, and formulate the problem of finding their most
resource-intensive behaviors as a constrained longest
path search that is solvable by an efficient algorithm
with provable guarantees.

o We build rProfiler, a comprehensive profiling frame-
work based on the above formal model and a Dynamic
Reconfigurable Nameserver, to analyze how recursive
resolvers process queries and reveal the underlying
mechanisms that drive their work and performance.

« We apply rProfiler to three representative resolver
implementations (BIND, Unbound, and PowerDNS),
uncover new forms of DoS attacks, and empirically
quantify the impact of the worst-case transition trace.

« We isolate dominant cost factors and identify perfor-
mance bottlenecks through ablation studies, yielding
actionable insights for improving resolver robustness.

Together, these contributions provide a principled ap-

proach and actionable insights into how, and to what extent,
the amount of resolver work should be understood, quanti-
fied, and ultimately bounded, laying a solid foundation for
building a more robust and resilient DNS infrastructure.
Responsible Disclosure. We have submitted detailed techni-
cal reports to the development teams of resolvers, describing
our findings and experimental results. We are actively en-
gaging in discussions with them to support validation and
interpretation of our results. No query patterns or configu-
ration templates that could induce excessive resolver work
will be released prior to coordinated disclosure.

2. Preliminaries

2.1. DNS Basics

DNS is a globally distributed, hierarchical naming sys-
tem. It defines a namespace organized as a tree, with the root
zone (.) at the top, and each level representing a delegation
boundary managed by independent administrative entities.

DNS infrastructure comprises three main components:

« Stub resolvers, typically implemented in operating sys-
tems or applications, issue queries on behalf of end
users and rely on external recursive resolvers for reso-
lution.

« Recursive resolvers, which perform the whole resolu-
tion process by querying authoritative servers, follow-
ing delegations, handling aliases, applying data caching
and validation, among a range of operations.



o Authoritative nameservers, which store and serve DNS
records for specific zones, and provide authoritative
answers or referrals for subzones.

A DNS query begins at the stub resolver and is sent to a
recursive resolver. The recursive resolver is responsible for
finding the final answer by querying a sequence of author-
itative servers, starting from the root zone and proceeding
through top-level domains (e.g., .com), second-level do-
mains (e.g., example.com), and potentially further. Each
authoritative server may respond with a direct answer, a
referral to another zone (NS), or an alias (CNAME) that
redirects the query to another name.

DNS responses contain one or more resource records
(RRs) in the Answer section, each comprising a name, type
(e.g., A, AAAA, NS, CNAME, MX), class (typically IN), a
time-to-live (TTL), and the actual mapped data. Responses
may also include additional information in the Authority
and Additional sections, such as delegation NS records
and glue records (IP addresses of delegated servers).

2.2. Recursive Resolvers

Recursive resolvers serve as the backbone of DNS
name resolution, mediating between clients and authoritative
servers. According to RFC 1034, a resolver is responsible
for formulating queries that satisfy client requests, directing
those queries to appropriate name servers, interpreting the
responses, and returning them to clients.

Recursive resolution involves a dynamic, stateful process
that goes well beyond simple query forwarding. The resolver
starts by checking its cache for a valid answer; if none is
found, it selects a set of known root or hint servers and issues
iterative queries. As responses arrive, it interprets them, be
them direct answers, referrals, aliases, or errors, and acts
accordingly: returning results to the client, following the
delegation chain, restarting the query (e.g., in the case of a
CNAME), or retrying failed queries. Throughout this process,
the resolver may cache intermediate results to accelerate fu-
ture lookups. Algorithm 1 depicts this high-level procedure
as specified in [4, § 5.3.3].

The resolution process is further complicated by mecha-
nisms such as DNSSEC validation, EDNSO extensions, TCP
fallback for large responses, and resolver-specific optimiza-
tions. Thus, recursive resolution is not a fixed sequence of
operations, but rather a dynamic process governed by proto-
col rules, implementation choices, and local configurations.

3. Formalizing Recursive Resolver Work

DNS RFCs provide examples of excessive resolver work
but stop short of offering a formal definition. In this section,
we introduce a comprehensive model that formally captures
resolver behavior, enabling a quantitative analysis of re-
solver work. Specifically, we model a resolver by defining its
possible states during the resolution process and quantifying
the cost associated with state transitions. This formalization
enables an algorithm that provides provable guarantees for
determining the upper bound of resolver work.

Algorithm 1: Recursive Resolution Algorithm

Input: A query Q@ = (SNAME, STY PE) from a client
Output: Resolved answer A or an error response L
/* Step 1l: Check local cache */
if 3A = (SNAME,STY PE, RRs) € CACHE then
return A to client ;
L terminate ;

W N =

/+ Step 2: Find the best authoritative
servers */
4 SLIST < FindBestServers (Q) ;
/+ Step 3: Send queries and wait for a
response */
5 repeat
6 foreach s € SLIST do
7 L Send query @ to server s ;
8
9

Collect all responses in R ;
until 3R € R such that R # 0;
/+ Step 4: Case A */
10 if A= (SNAME,STYPE,RRs) € R or R=1 (Name
Error) then
11 CACHE < CACHE U {A};

12 return R to client ;
13 terminate ;
/+ Step 4: Case B */

14 else if NS: D = (SNAME, S) € R and D is valid then
15 CACHE <+~ CACHE U{D} ;

16 SLIST < SLIST U{S};

17 goto step 2 ;

/+ Step 4: Case C */
18 else if cNAME: C = (SNAME — SNAME') € R and
STY PE # CNAME then

19 CACHE < CACHE U{C} ;

20 Q<+ (SNAME',STYPE) ;

21 goto step 1 ;

/+ Step 4: Case D */

22 else if R indicates a server failure or an invalid response then
23 SLIST < SLIST \ {s};

24 goto step 3

25 or

26 return SERVFAIL to client;
27 terminate ;

We do not consider vulnerabilities that cause resolvers
to crash, such as those triggered by malformed inputs or
parser bugs, as these fall within the domain of logic errors
or software correctness, which is orthogonal to our focus on
performance. We further discuss the underlying modeling
considerations in Section 6.1.

3.1. Formalization

We formalize the recursive resolution process using an
Extended Transition System (ETS) model, based on Algo-
rithm 1 and the DNSSEC semantics tightly coupled with the
DNS protocol, which captures state transitions, constraints,
and associated costs. Extensions such as EDNSO, DoH, and
DoT mainly modify transport or message framing without
altering the logical structure of resolution. Incorporating
them would increase model complexity without providing
additional analytical value. Nonetheless, our ETS formalism
is extensible: these features can be represented as additional
transition types if needed. The ETS is defined as:
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Figure 1: State diagram of the ETS for recursive DNS resolution. Shaded nodes indicate states that trigger outgoing queries,

while dashed nodes represent optional states.
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where:

« S is the finite set of states, representing different stages
of the recursive resolution process. It includes an initial
state S and a final state Sy, marking the start and end
of the resolution process.

« X is the input symbol set, representing external events.

o V is the set of counters that track the progression and
history of transitions.

e 0 is the state transition function, which updates the
system state and the corresponding variables based on
external inputs and internal conditions.

o L is a transition-legality checking function that decides
whether a transition is legal based on a specified set of
constraints.

o C'is the cost function of transition, quantifying the cost
associated with each state transition.

Figure 1 illustrates the corresponding ETS state diagram,
where each node represents a resolver state and each di-
rected edge denotes a transition triggered by specific inputs.

3.2. State Transition

The ETS comprises a finite set of states .S, each repre-
senting a distinct phase of the DNS resolution process:

S:{S(],Sl,~..,512,5f}. (2)

State transitions are governed by the state transition
function 4:
0:SxIUxV —=>8x%xV, 3)

This function updates the system state and the correspond-
ing variables based on external inputs and internal states.
s € S denotes the logical resolver state and v € V
represents the vector of counters that record the current
operational context. During each transition, the counters in

v are incremented or reset according to the operation being
performed—for example, increasing recursion depth, query
restarts, or outgoing query counts—so that v captures the
evolving execution context throughout resolution. After each
transition, the legality function L : S x V' — {true, false}
is invoked to verify whether the resulting state and counter
vector satisfy all predefined constraints. If L returns true, the
transition is accepted and the system proceeds; otherwise,
the transition is rejected and resolution terminates.

We refer to the sequence of resolver state transitions as
a state transition trace. Each transition is jointly determined
by the resolver’s internal logic and the input symbol set X,
which captures external factors such as server responses and
protocol-specific flags. The number and order of transitions
are thus not fixed, and transitions may even revisit previous
states or form loops.

To aid interpretation, Figure 1 marks four representative
groups of state transitions with red dashed boxes labeled (1)
to (4). Below, we elaborate on each of these transitions and
their corresponding semantics in DNS.

(@ Resolver Top Level Algorithm. State transitions under
the resolver’s top level algorithm (Algorithm 1) primarily
respond to resource records provided by authoritative name-
servers.

Rewrite: According to RFC 1034: “If the response contains
a CNAME, the search is restarted at the CNAME unless
the response has the data for the canonical name or if the
CNAME is the answer itself...” When the resolver receives
a response containing a CNAME or DNAME record, the input
OoNAME € X triggers a state transition:

6(S7, 00N amE, V) = (S1,07). 4)

This transition overrides the current target domain and
restarts the query process, ensuring that the resolver follows
the canonical chain until the final answer is retrieved.

Referral: When the resolver encounters an NS record point-
ing to nameservers closer to the target domain, the input



symbol o g € ¥ prompts the following transition:
(S5, ons,v) = (S2,0). ®)

This update enriches the resolver’s candidate server set,
allowing it to query newly discovered nameservers for a
more authoritative answer.

Failover: Failed queries or invalid responses prompt the
resolver to retry the query with alternative candidate name-
servers. Input symbols indicating a query failure, such as a
malformed response or a timeout, trigger the state transition:

(S(SQ,O'FA]L,U)—)(S4,U/). (6)

This ensures fault tolerance by prompting the resolver to
retry the resolution process with alternative candidate name-
servers.

(2 Missing Nameserver Addresses. Resolvers identify au-
thoritative nameservers by hostname rather than IP address.
When an NS record lacks a glue record, which is typical
with out-of-bailiwick nameservers or misconfiguration, the
resolver must resolve the hostname first. As noted in RFC
1034: “The resolver may have to call upon its own services
to determine the address of name servers it wishes to
contact.” This use of the resolver’s own service introduces
ambiguity, such as whether it constitutes a distinct query or
is subject to special constraints. In our model, this behavior
triggers the following state transition:

8(S2/S3, 0m185,v) — (S5,0"), @)

(3 TCP Retransmission. When a DNS response exceeds
the UDP payload size, the nameserver sets the TC (Trun-
cated) bit to indicate that the response is incomplete, which
triggers the following state transition:

8(Sy, 010, v) — (Ss,0"). €3]

This transition prompts the resolver to switch to TCP
transport and retransmit the query, ensuring the complete
response is obtained.

(9 DNSSEC Validation. DNSSEC introduces additional
state transitions. As stated in RFC 4033: “Security-aware
resolvers must also be capable of forming an authentication
chain from a newly learned zone back to an authentication
key...” This is governed by the DO (DNSSEC OK) bit in the
client query and the resolver’s local policy. When a response
contains RRSIG, or DS records, the corresponding input
symbol opnssec € X triggers the following transition:

§(Se,0pNssEC,v) = (S11,0"). (&)

This transition prompts the resolver to validate the authen-
ticity of the signed records.

3.3. Cost Function

To quantify the cost associated with state transitions in
the ETS, we categorize the transitions into three types based
on their operational characteristics. Here, all coefficients
(e.g., a, and f,) are used to denote and express cost
components in a parametric form. Later, in Section 3.4.2,
we show how to interpret and handle them in practice.

3.3.1. Outgoing Query Processing Cost. The first type
involves transitions where the resolver issues an outgoing
query and processes the corresponding response. The pro-
cessing cost for each query-response pair is defined as the
sum of the cost incurred by the transport protocol, data
transmission, response parsing, and caching.

Since establishing and maintaining a TCP connection
incurs significantly higher cost compared to UDP, we intro-
duce a binary variable p to indicate the transport protocol
used for the current query-response pair:

Wproto = PWeep + (1 — P)Wudp (10)

where wy., and w,gq, represent the cost for TCP and
UDP transport, respectively.

At the level of DNS message processing, we focus on
two aspects: the number and size of the resource records
contained in the response. Specifically, we use r; to denote
the size of the i-th resource record, Z?Zl r; for the total
size of all resource records in the response, and n for the
total number of records.

In the network stack, when processing and transmit-
ting data, the DNS transaction acts as the payload of the
transport layer and does not require additional processing.
Thus, its cost solely depends on the size of the records in
the response. Moreover, since the structure of DNS queries
and the header portion of responses are relatively fixed, we
represent their cost using a constant 3;. The network-related
cost is then modeled as:

Whe = 01 Y Ti+ B (1)

i=1

Upon receiving a response, the resolver must parse the
resource records. The parsing cost depends on both the
number of entries and their size:

Wparse — 2 Z T + 52" (12)

i=1

When inserting records into the cache, the cost is similar
to parsing. However, not all records are cacheable. As
described in RFC 2181 [16, § 5.4], resolvers apply credi-
bility rules to determine whether received records should be
accepted into the cache. We introduce a binary variable c;
to indicate whether a specific record is eligible for caching.
Accordingly, "7, ¢; represents the total number of records
in the response that the resolver considers cacheable. The
caching cost is then modeled as:

Weache = Q3 »_ CiTi + B3 Y _ ¢ (13)
i=1 i=1



Combining all the components, the total processing cost
for an outgoing query-response transition can be expressed
as:

Wproc = Wproto T Whet + Wparse T Weache

= (1 +az) Zn + a3 Zcm + B3 Zci (14)
=1 =1 1=1
+ ﬁ?n + ﬁl + p(wtcp - wudp) + Waydp

3.3.2. DNSSEC Validation Cost. The second type of tran-
sition occurs when the response contains DNSSEC-related
records that require validation. DNSSEC records are parsed
similarly to regular DNS records, except that additional
cryptographic operations are required for validation. For a
given DNSSEC-related record, the validation cost depends
on the cryptographic algorithm and key size, denoted by a;.
The binary variable v; indicates whether a specific record
requires validation:

W = Y via; 15)
i=1

3.3.3. Fixed Transition Cost. The fixed transition cost
represents the fundamental overhead incurred by every state
transition, reflecting the resolver’s internal state management
and control-flow updates. It applies to all transitions and
is additive with other cost components, such as outgoing
query processing or DNSSEC validation, when those oper-
ations occur. This cost is modeled as a fixed constant (4,
capturing the unified basic per-transition overhead inherent
to recursive resolution.

3.4. Upper Bound

In this model, we define the work as the total accumu-
lated cost incurred by the resolver during the transition from
the initial state Sy to the final state Sy. Formally, the work
can be expressed as:

T
W=> w, (16)
t=1

where T' represents the set of state transitions triggered
during resolution, and w; = C(S;, S;,0¢) denotes the cost
incurred by transition ¢ from state S; to state S; with
input o;. Our main objective is to maximize the cumulative
transition cost W while ensuring the resolution terminates
with a final answer.

3.4.1. Generalization Analysis. We observe that, as sum-
marized in Table 1, all existing attacks discussed earlier
can be naturally represented within our model. In fact, each
of them employs one or more of these fundamental attack
vectors, either increasing the number of state transitions or
inflating the per-transition cost, to maximize their impact
on resolver performance. For structural complexity attacks,
the core strategy is to trigger as many state transitions as

TABLE 1: Attack vectors used in existing attacks targeting
DNS resolvers, along with their corresponding representa-
tions in our ETS model.

Complexity Category Attack Vector ETS First Reported in

Chaining Rewrite T71 [7]

Concurrent Referral T2.3 [81, [10]

Structural Chaining Referral 3.3 [91, [10]
Failover Referral 9,4 [11]
Tterative Referral 82 [11]
Time Key Collision w12,6 [12]
Space Cache Flush wr,1/ws,2/we,10 [14]

possible within loops that generate outgoing queries. In
contrast, time and space complexity attacks aim to increase
the computational or storage overhead of individual state
transitions rather than increasing their frequency. However,
none of them systematically consider all cost amplification
dimensions as we do.

Since DNS keeps evolving and increasing in complex-
ity, a useful model must accommodate future extensions
as well. Our formalization is extensible by design, thanks
to the expressiveness of the underlying transition systems.
While it already captures the most common semantics of
DNS resolution, it can be naturally extended to incorporate
emerging features. For instance, EDNSO fallback can be
modeled analogously to TCP fallback, and SVCB/HTTPS
can be represented as additional record-handling states with
corresponding transition constraints.

3.4.2. Problem Formulation. To determine the upper
bound of resolver work, we seek to maximize the total cost
accumulated across all state transitions. Care must be taken
to determine the coefficients in Equations 14 and 15.

In our formulation, the three cost components are in-
dependent, while the fixed transition cost is additive to the
other two. We therefore treat the fixed transition cost as a
fixed constant 1 that applies to all transitions, whereas wproc
and wy, vary according to the specific operations performed.
To preserve relative magnitudes without affecting generality,
Wproc and Wy, are normalized to the range [0, 1] with respect
to their theoretical maximum values.

Nevertheless, assuming complete control over DNS re-
sponses, which can be achieved using a customized name-
server, we can instead reason about the highest cost in a
principled manner. Considering the decomposition of wyrec,
in an ideal scenario, the resolver caches all records, meaning
¢; = 1; both >°1 | 7; and n reach the maximum values
allowed by the response format, denoted by R and N,
respectively. For a given response, the transport protocol is
fixed, and its associated overhead is treated as a constant P.
Under these assumptions, the values of parameters in each
cost function can be fixed at their theoretical maximum,
so the total cost of a given transition becomes constant
regardless of the specific coefficient values:

Wproc = (al + ag + Oég)R + (BQ + BS)N + Bl + P (17)

The same reasoning applies to wy,. The total cost can be
treated as the product of the maximum number of validations



and the cost of the most expensive supported algorithm. We
elaborate on how we ensure the above assumptions hold
in practice and how wproc and wy, are maximized during
profiling in Section 4.

Algorithm 2: Constrained Longest Path Search
Inmput : 7= (5,%,V,6,L,C)
Output: Maximum-work transition trace 7* and

total work W*

1 Initialize:

2 W* « —o0, m + []

3 PI‘iOI'ity (Queue Q — {(7070> (SOa ,UO)a H)}

4 Visited Map g : (s,v) —» RU{—o0}, g(-)=—00

5 while Q # () do

6 (negW, W, (s,v), ) < Q.pop()
7 | if W <g(s,v) then
8 L continue
9 g(s,v) « W
10 if s =S, then
11 if W > W™ then
12 L W* W, 7% 7
13 B continue
14 foreach o € ¥ do
15 (s',0") + d(s,0,v)
16 if & = L or =L(s',v") then
17 L continue
18 W'« W +Cl(s,s,0)
19 B Q.push( W W (s ), T+ [(s',v’)])

20 return (7*, W*)

While we have determined how to express the maximum
cost of each transition type, the central challenge remains
to determine how these costs accumulate through the re-
solver’s dynamic control flow. The problem is to identify
the sequence of feasible transitions that yields the maximum
cumulative work, subject to protocol and implementation
constraints. This task is inherently difficult because recursive
resolution is not a fixed or linear process: each transition
depends on prior states, cached data, and external responses,
producing a highly non-linear and state-dependent execution
pattern. Such dynamic behavior makes the system unsuitable
for analysis using conventional symbolic solvers or verifi-
cation tools, which typically assume static transition logic
and operate on closed-form constraint systems.

To address this, we treat the ETS depicted in Figure 1 as
a weighted directed graph with cycles and constraints, where
states correspond to nodes, directed edges represent state
transitions, and transition costs correspond to edge weights
(i.e., distances between nodes). Given our objective, the
problem fundamentally reduces to finding the longest path
from node Sy to node S in the graph. Here, the longest path
refers explicitly to the path whose sum of edge weights is
maximized, not necessarily the one with the most transitions.

We then design a longest path search algorithm that pri-

oritizes paths with greater cumulative work using transition
costs as hints. As outlined in Algorithm 2, the algorithm
treats edge weights as negative distances to favor high-cost
paths, checks constraints in L at each step, and employs
pruning to eliminate infeasible branches. Upon transitioning,
counters in V are updated, and the constraints in L are
reevaluated. A formal proof of the algorithm’s correctness
and optimality is provided in Appendix B.

4. System Design

Our ETS model and longest-path search algorithm estab-
lish a theoretical foundation for quantifying resolver work
under different operational conditions. However, to bridge
the gap between this abstract model and the concrete behav-
ior of resolvers operating over real zones and records, we
require a practical system capable of controlling, executing,
and observing resolution behavior. To this end, we design
and implement rProfiler (DNS Resolver Profiler), a modular
profiling framework. The system materializes the abstract
model by coupling a control layer that orchestrates profiling
experiments with a data layer that serves DNS zones and
responses through a dynamic and configurable nameserver.
Figure 2 illustrates the system architecture.
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Figure 2: System design of the rProfiler. The Requesters
include two types: a benign requester (angel) and a test
requester (devil). Solid arrows represent DNS protocol in-
teractions, while dashed arrows indicate out-of-band control
messages. Within the DRN, the dashed arrow denotes op-
tional DNSSEC signing steps.

4.1. Control Layer

The control layer is responsible for orchestrating the pro-
filing workflow, managing query execution, and analyzing
resolver behavior.

4.1.1. Controller. The controller coordinates the execution
of profiling tasks. For each of them, the controller first pro-
visions the nameservers with the necessary configurations to



control transition traces, response timing, and response con-
tents. Once the nameservers are configured, the controller
instructs the requesters to issue queries to the resolver using
predefined gname-gtype pairs and options.

The controller is also responsible for collecting data
from both the requesters and the nameservers. Optionally,
if the target resolver provides administrative APIs, the con-
troller can request additional runtime metrics, such as CPU
utilization, cache dumps or query logs, to have a better
understanding of the resolvers’ internal logic.

4.1.2. Requester. The requesters are responsible for gen-
erating queries for the target resolvers according to the
controller’s specifications. They can be categorized into two
distinct roles, depending on the experimental objective: test
requester, which issues controlled test queries to characterize
resolver behavior, and benign requester, which simulates
normal user traffic to evaluate resolver performance under
load.

The test requester receives a list of gname-gtype pairs
from the controller and issues queries to the resolver. It can
operate in two modes: a single-query mode, where indi-
vidual requests are sent sequentially to reproduce specific
resolution behaviors, and a continuous mode, where queries
are generated at a constant rate to impose sustained load and
observe the resolver’s long-term response. In both cases, the
requester records all responses and timing information for
subsequent analysis.

On the contrary, the benign requester emulates normal
user traffic to evaluate resolver performance under realistic
workloads. It generates queries following configurable name
and type distributions, allowing controlled variation of cache
hit rates and other runtime conditions. During experiments,
it monitors throughput (Queries per Second, QPS) and
latency to assess how resolver performance evolves and
degrades under high load.

4.1.3. Analyzer. Using the longest path algorithm described
in Section 3.4.2, the analyzer computes the theoretical max-
imum amount of work the resolver can perform within
the constraints imposed and produces the state transition
trace that corresponds to the most work-intensive execution
sequence.

4.2. Data Layer

The data layer provides the DNS infrastructure necessary
to support recursive resolution during profiling.

4.2.1. Dynamic Reconfigurable Nameserver. Profiling re-
cursive resolvers requires authoritative servers that can flex-
ibly and efficiently construct diverse resolution patterns
under fine-grained control. Existing implementations such
as BIND9, Unbound, and PowerDNS are unsuitable for
this purpose: they rely on static zone files, enforce built-in
optimizations that constrain resolution patterns, and remain
stateless, always returning the same response for a given

ONAME. Such limitations make it difficult to emulate com-
plex and session-dependent behaviors needed for systematic
resolver profiling.

To address these issues, we design the Dynamic Re-
configurable Nameserver (DRN), a programmable author-
itative server that generates DNS responses dynamically.
At its core, the DRN is driven by a response generator
that produces DNS answers based on a set of configurable
presets and the incoming query. Presets specify not only the
structure of responses but also their timing, sequencing, and
inter-query dependencies, enabling precise reconstruction
of complex resolution logic. To support DNSSEC-aware
profiling, the DRN includes an optional dynamic signer
module that signs generated responses in real-time using
key pairs retrieved from a pre-initialized key storage. This
storage contains DNSKEYSs of various algorithm types and
key sizes, including specially crafted colliding keys that
share the same key tag. These keys are not bound to any
particular domain; instead, they can be flexibly assigned an
owner’s name on demand.

Furthermore, the DRN can efficiently simulate multiple
independent authoritative servers within a single deployed
instance, leveraging the fact that DNS identifies authoritative
nameservers based on domain names rather than IP ad-
dresses. As a result, our framework enables efficient, large-
scale, and fine-grained resolver profiling without the need
to deploy multiple isolated nameservers.

4.2.2. Auxiliary Nameserver. Auxiliary nameserver (ANS)
hosts authoritative zones for second-level domains queried
by the legitimate requester. During stress testing, they pro-
vide valid responses to the recursive resolver when it at-
tempts to resolve these domains, ensuring that legitimate
queries can be completed successfully. This allows us to
evaluate the resolver’s ability and performance in serving
legitimate clients under stress conditions.

4.3. Workflow

rProfiler characterizes a resolver’s behavior in four
stages: probing, analyzing, constructing, and stressing.

4.3.1. Probing. In the probing stage, rProfiler examines the
resolver’s behavior to determine the constraints and influ-
encing factors that govern state transitions and associated
transition costs within the ETS model.

As summarized in Table 2, integer parameters are deter-
mined using a binary search algorithm to locate the maxi-
mum value that still results in a NOERROR response, which
by definition corresponds to the threshold — any higher value
would trigger a SERVFAIL. For boolean parameters, the
controller employs a controlled variable method, selectively
introducing features under maximum known settings and
observing whether the resolver still produces a NOERROR
response.

We then examined cacheability by inserting records
with varying properties into specific gname-gtype pairs,
considering their placement within DNS response sections



TABLE 2: Parameters required for the longest path search.

Category  Name Type  Construction
max_restart Int chaining rewrite
max_depth Int iterative referral
max_fetch Int concurrent referral

State max_referral Int chaining referral

Transition  reset_policy Dict  multiple max_* instances above
max_outgoing_query Int composition of top-2 max_* above
tep_retry_included Bool  max_outgoing_query & large response
dnssec_included Bool  max_outgoing_query & DO bit

max_records_per_type Int response with large RRset

Transition  max_records_total Int large response with small RRs
Cost max_key_collision Int DNSKEYs with same key tag
cacheability Cat response with assorted records

*The reset_policy parameter specifies, in dictionary form, which of the max_x
counters in the ETS are resettable. Cat denotes a categorical type.

(Answer, Authoritative, Additional), owner’s
name relationship (exact gname, sibling domain, or subdo-
main), and their respective resource record types (RRtype).
These dimensions are selected to systematically capture
all factors that influence resolver caching decisions: the
record’s position in the response determines its perceived
authority, the owner-name relationship reflects delegation
boundaries, and the record type governs the applicability of
caching rules. By subsequently re-querying these records,
the controller assesses cache behavior through the detection
of repeated requests reaching the DRN.

4.3.2. Analyzing. In the analyzing stage, the analyzer first
initiates the model by instantiating the ETS with parameters
obtained from the probing stage. Specifically, the results
from probing initialize the constraints in function L—that
is, the upper bounds of counters in V' that govern how many
times certain transitions may occur. The two cost compo-
nents, Wproc and wy,, are also normalized according to
the relationship between their actual values in the transition
and the measured maximum observed during probing. In
practical computation, we take Equation 17 as an example:
apart from the number of records NN, all other terms are
constant or known quantities. Since the coefficients «; and
(B; remain constant, normalization therefore reduces to a
ratio between the number of records in the current transition
N’ and the maximum value N measured during probing, and
the normalized value is obtained as:

r_ Wproc(IN') — Wproc(0) _ M
PO Wproe(N) = Wproc(0) N

This proportional scaling ensures that the normalized
cost remains within [0, 1] without requiring explicit coef-
ficient values. The instantiated model, therefore, captures
both structural and quantitative constraints of the resolver
and serves as the search space for subsequent analysis. The
analyzer then executes Algorithm 2, maintaining a set of
candidate solutions and updating the current best whenever
a higher cumulative cost is found, until the globally optimal
solution is identified.

By adjusting the objective function, the analyzer can
focus on specific targets, such as maximizing network or
DNSSEC validation cost, to better understand resolvers’
sensitivity to particular parameters and resource constraints.

w

4.3.3. Constructing. The constructing stage uses presets in
the DRN to translate the theoretical transition trace, which
is the sequence of the resolver state transitions, and their
associated costs from the analyzing stage, into concrete DN'S
records served by nameservers. This translation is guided
by the input symbols associated with each transition, as de-
fined in Section 3.2, ensuring that the synthesized responses
trigger the intended resolver behavior. The effectiveness of
the translation is validated by examining response codes
(rcode) returned to the Requester and through detailed
DRN logs.

To account for behavioral variability across resolver
implementations, rProfiler automatically tests a ranked list
of candidate solutions produced by the analyzer, ordered by
their theoretical work values. This adaptive process attempts
transition traces from highest to lowest cost until one suc-
ceeds in inducing a valid and complete resolution sequence.
This strategy enables robust and automated profiling without
manual intervention.

4.3.4. Stressing. The goal of the stressing stage is to evalu-
ate how the resolver’s behavior under sustained maximum-
work resolution impacts its ability to serve legitimate
queries. To this end, we use benign requesters’ effective
QPS and query latency as primary indicators of resolver
performance, as they are the most direct and client-relevant
measures of responsiveness and throughput.

During stress testing, the DRN embeds unique identifiers
in query names to distinguish different instances of transi-
tion trace and prevent caching effects that could compromise
measurement accuracy.

4.4. Deployment Consideration

rProfiler imposes no additional requirements on the
target resolver and thus supports analyses of both public
and locally deployed resolvers without changes to its core
logic or workflow. When profiling public resolvers, service
providers may optionally expose internal performance met-
rics [17], such as cache hit rate, CPU, and memory usage,
to complement external observations. These metrics provide
additional insight for analysis, but are not mandatory for
running rProfiler.

5. Evaluation

We evaluate the effectiveness of rProfiler by answering
the following key questions:

1) Can rProfiler accurately measure and confirm resolver-
specific limits and implicit logic across diverse imple-
mentations?

2) Are the theoretical upper bounds computed by the
analyzer consistent with the actual resolver behavior?

3) How do resolvers perform under sustained maximum-
work transition traces computed by rProfiler?



5.1. Setup

For our evaluation, we select three widely used open-
source recursive resolvers: BIND9, Unbound, and Pow-
erDNS. We focus on their mainstream or latest versions,
ensuring that previous vulnerabilities [11], [12], [14] have
been addressed. Table 3 lists the specific versions and con-
figuration parameters we use in our experiments.

TABLE 3: Information of the DNS resolvers under test.

Parameters BIND Unbound PowerDNS
Version 9.21.1 1.21.1 5.1.3
Cache Size 20 GB 20 GB 20M Entries
Control rndc unbound-control  rec_control

We deployed rProfiler on cloud virtual machines provi-
sioned by DigitalOcean. Each component, including resolver
instances, is hosted on a dedicated virtual machine equipped
with 8 dedicated vCPUs and 32 GB of RAM.

We registered two dedicated domains and configured
them with self-hosted authoritative nameservers, delegating
one to the DRN and the other to the auxiliary nameserver
(ANS).

5.2. Probing

In this section, we evaluate rProfiler’s ability to probe
parameters related to state transition and transition cost and
compare them against known configurations and observed
behaviors across implementations.

5.2.1. State Transition. As shown in Table 4, even after
recent patches for amplification vulnerabilities, resolvers
continue to exhibit high tolerance to recursive structures
such as long CNAME chains and deep delegation hierarchies.

TABLE 4: Resolver limits on state transition.

Parameters BIND Unbound PowerDNS
max_restart 11 11 10
max_depth 32 128 50
max_fetch 5 6 10*
max_referral 7 4 16
cname_reset True True False
max_outgoing_query 384 128 50
tep_retry_included False False True
dnssec_included False False True

For parameters that are explicitly documented, such as
max_depth and max_restart in BIND and Unbound,
the profiler’s measurements precisely match the default val-
ues, confirming the accuracy of our methodology.

Beyond validating known configurations, rProfiler also
reveals implicit resolution logic. For example, rProfiler can
determine whether queries triggered by DNSSEC or TCP
retries are counted toward the max_outgoing_query
threshold by comparing the measured limits with and with-
out these features enabled. If the observed threshold remains

unchanged, the additional queries are included in the re-
solver’s internal accounting; otherwise, an increase in the
threshold indicates that such queries are excluded from it.

5.2.2. Transition Cost. With our DRN, constructing large
DNS responses up to the 64 KB protocol limit is straight-
forward. This can be achieved either by increasing the
number of records or by increasing the size of individual
records. However, internal implementation limits may still
apply. We observed that BIND9 strictly limits each RRSet to
100 records and returns SERVFAIL when this threshold is
exceeded—consistent with its max—-records—per—-type
configuration. PowerDNS shows a similar but more gener-
ous policy: it accepts responses containing up to 256 records
per RRSet without error.

TABLE 5: Caching behavior of the three resolvers.

Response Bind9 Unbound PowerDNS

A QTYPE v v Vil
nswer RRSIG o o o

NS v v Vi,
Authoritative DS O O O
RRSIG @) @) O
A v v (@)

Additional AAAA v v Vi,
RRSIG O O O

1) QTYPE refers to general query types (e.g., A, AAAA, MX, TXT).

2) Symbols indicate the domain scope of cacheability: v' Exact QNAME,
<+ Sibling domain, and | Subdomain.

3) An empty circle indicates that the resolver caches records with exact
QNAMES, but they were not used in constructing follow-up test cases.

While generating large responses is simple, ensuring that
all records are accepted and cached by the resolver is non-
trivial. To investigate this, rProfiler automatically explores
combinations of record types, response sections, and owner
names to determine which entries are cacheable by the
resolver. Table 5 presents the results for records whose
owner names exactly match the query name (ONAME), as
well as for sibling and subdomain names across different
response sections.
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Figure 3: Time per operation (us) and verify/sign ratios
across cryptographic algorithms.

We find that BIND and Unbound behave as expected:
they only cache records that are strictly relevant to the query.



This includes (1) records that match the exact QNAME and
QTYPE, and (2) zone delegation records, such as authorita-
tive records and their associated glue entries.

Surprisingly, PowerDNS goes beyond expected behavior
by also caching records belonging to sibling domains and
subdomains of the QNAME, even when they are not directly
relevant to the query. This behavior unnecessarily expands
the attack surface, increasing the risk of cache poisoning
through the injection of irrelevant or malicious records.

Additionally, Unbound imposes no explicit limits on the
number or size of cached records per response. While BIND
and PowerDNS have such limits in place, they apply to
individual RRSets—defined by RFC 2181 [16] as records
sharing identical name, type, and class—and they can be
bypassed by distributing records across multiple RRSets
with different names or types within a single response.

rProfiler measures max_colliding_key by injecting
varying numbers of DNSKEY records that share the same
key tag, along with a valid RRSIG verifiable by exactly one
of them. The results show that BIND9 and PowerDNS en-
force strict limits, each accepting no more than two colliding
keys, while Unbound allows up to four. Notably, beyond key
collisions, PowerDNS further restricts the total number of
DNSSEC validations per client query to 30.

We also investigate how the choice of cryptographic
algorithm impacts per-validation cost. Since most resolvers
rely on OpenSSL for DNSSEC operations, we use its cryp-
tographic backend, libcrypto, to benchmark the validation
overhead across various algorithms and key size combina-
tions. As shown in Figure 3, ECDSAP384 introduces the
highest overhead, requiring approximately 782.8 microsec-
onds per validation operation under the same hardware.

5.3. Resolution with Maximum Work

After obtaining the probing results, rProfiler computes
the corresponding transition traces, as illustrated in Figure 4.
Each pattern represents a valid resolution process that incurs
the highest cumulative work.
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Figure 4: Transition traces with maximum work.

Here, we assess whether a single well-crafted query
could induce resolver behavior that fully exercises the work
constraints captured by the rProfiler. All test instances were
triggered using a single A query with DNSSEC validation
explicitly enabled. To ensure consistency and eliminate side

effects from retries, rProfiler disables retransmissions using
the +retry=0 flag in dig.

TABLE 6: Statistics of resolvers under the maximum work
transition trace.

Resolver Transactions Packets Volume  Validation Cache
BIND 1459 / 1536 12369 38.84 M 377 3557 M
Unbound 493 /512 5381 13.12 M 132 14.28 M
PowerDNS' 80 /96 363 2.13 M 30 384 M

1 Cache size is inferred from human-readable dumps before and after the experiment,
and should not be interpreted as actual memory consumption.

To map resolution work into tangible metrics, rProfiler
collects transaction counts, packet totals, and byte volume
from the DRN. It also retrieves validation counts and cache-
related metrics from the target resolver. Validation counts are
extracted from logs or live statistics via keyword matching,
while cache metrics are derived by comparing resolver states
before and after resolution. For PowerDNS, which lacks in-
ternal cache statistics, rProfiler parses human-readable cache
dumps.

As summarized in Table 6, all tested resolvers reach
or closely approach their known limits on outgoing queries
(i.e., Transactions), confirming that rProfiler’s transition
model accurately characterizes resolver work and computes
both the upper bound and the corresponding transition trace.

Minor deviations may occur due to practical factors,
such as partial caching of root, TLD, or SLD zones; dis-
crepancies introduced by DNS message compression, which
can cause differences between the transmitted size and the
actual record size; or variations in memory usage caused by
internal cache organization, despite identical logical content.
Nonetheless, these effects are localized and do not affect the
correctness or generality of the model.

5.4. Real-world Impact

rProfiler first primes the resolver’s cache via the benign
requester. The benign requester, configured with dnsperf
using 8 threads and 256 clients per thread, continuously
issues queries to benign records until the resolver cache
reaches approximately 50% utilization.

It then launches the test requester, which sends queries
at a fixed rate of 30 QPS to trigger maximum resolver work
for continuous sustained stress evaluation. These queries are
derived from the transition trace described in the previous
section.

Figure 5 presents a comparative analysis of the per-
formance dynamics of the three tested resolvers. They are
evaluated along multiple dimensions, including CPU and
memory utilization, cache hit rate (CHR), cache evictions
(only feasible with Bind9), query throughput (QPS), and
query latency, with a stress event explicitly marked on the
timeline.

Bind9. Prior to the onset of stress, Bind9 exhibits stable
and predictable behavior. CPU utilization remains stable
between 30% and 40%, memory consumption steadily in-
creases, and CHR rises as the cache warms. Query through-
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Figure 5: Performance dynamics under sustained stress.

put remains consistent at 30,000-35,000 QPS, with low
latency.

After the stress is introduced, memory usage begins to
grow steadily and significantly. CPU and QPS experience
mild fluctuations, but overall performance remains relatively
stable. However, as memory utilization approaches the con-
figured limit, Bind9’s performance starts to degrade more
noticeably. All key performance indicators begin to exhibit
periodic oscillations. These oscillations are strongly corre-
lated with Bind9’s cache eviction behavior. Each eviction
event causes a dip in CHR and QPS, a spike in latency, and
a slight rise in CPU usage, likely due to the overhead of
eviction-related cache management.

This cyclical degradation pattern persists throughout the
rest of the experiment. The lack of smoothing or adaptive
dampening in Bind9’s eviction mechanism leads to pre-
dictable, recurring drops in performance once the resolver
operates under sustained memory pressure.

PowerDNS. PowerDNS exhibits behavioral similarities to

Bind9 but suffers more severe degradation under stress. As
the stress phase begins, QPS drops rapidly. Once memory
usage reaches and stabilizes near its configured limit, Pow-
erDNS becomes largely unresponsive to legitimate client
queries.

While CPU usage exhibits periodic fluctuations similar
to those observed in Bind9, they do not correspond to any
substantial recovery in QPS. CHR increases slightly during
these periods, suggesting eviction attempts are being made,
but the efforts appear ineffective as responsiveness remains
low.

Even before stress is introduced, PowerDNS maintains
a consistently low CHR despite steady growth. This may
be partially attributed to its use of packet caching, which
cannot be directly observed through its performance APIs.

Unbound. Unbound shows markedly different behavior
from Bind9 and PowerDNS. Before stress begins, it main-
tains stable performance with QPS around 30,000, low
latency, and moderate resource usage.



S

Evictions

— MEM

o] — CPU___— ___—— Evictions |
ol MEM LA
40 v

20 — e I —

—

Percentage (%)
o
I
o
Percentage (%)

)

sof — CPU e Evictions |

6
—— CHR MMWW\/\WW
40 A AN

&

M
Evictions
£

Evictions

— cpu —— Evictions
80
o~ MEM /MMMWWMMM
—— CHR
a0 M i

20 ——— =
_—

Percentage (%)

Stress Start Stress Start

Stress Start

40000 QPs Latency 400001 —— QPS

gl
30000 w NM 30000
gZDDDD {A/I(M WJ‘WWWNMN ‘wq M f/\]‘ ﬂlf\ N 1000 g gZDDDD
500 5

10000

g

Q
3

Latency (ms)

e

10000

Latency

5
8

Latency (ms)
QPSs
S
3

&
g
3

S
S

0010 O P
500 1000 1500 2000
Relative Time (s)

(a) No Validation Cost

500

1000
Relative Time (s)

(b) No Caching Cost

1500 2000 500 1000 1500 2000
Relative Time (s)

(c) Minimal Processing Cost

Figure 6: Ablation study on Bind9.

Once stress is applied, Unbound’s performance degrades
significantly. QPS and latency begin to fluctuate, but without
the periodic patterns mentioned previously. Most critically,
despite an explicitly configured cache size limit, memory
usage continues to increase steadily throughout the stress
period. This unbounded growth ultimately leads to exhaus-
tion of available physical memory, upon which the operating
system forcibly terminates the Unbound process.

Bottleneck Attribution. To understand whether the ob-
served performance collapse originates from resolver in-
ternals or from lower-layer limitations, we further analyze
system and behavioral traces collected during stress testing.
We observe three consistent phenomena across all tested
resolvers. First, during the early phase of an attack, resolver
throughput decreases moderately due to internal resource
contention, but implementations such as BIND9 and Un-
bound still maintain decent performance. Once the cache
becomes saturated, however, throughput rapidly collapses to
near-zero. Second, the degradation patterns differ substan-
tially across implementations. If the bottleneck were rooted
in shared lower-layer resources such as the OS or NIC, all
resolvers would exhibit similar performance trends under
identical workloads. Instead, we observe markedly distinct
responses—periodic oscillations in BIND9, complete unre-
sponsiveness in PowerDNS, and unbounded memory growth
in Unbound. Finally, if congestion occurred below the DNS
layer, it would affect all traffic equally, throttling not only
benign queries but also malicious ones. However, the attack
load continues to suppress legitimate traffic without self-
throttling.

Together, these findings demonstrate that the perfor-
mance collapse arises from resolver-internal mechanisms
while lower-layer systems remain far from saturation.

Overall, our evaluation reveals previously undiscovered
DoS vectors, and all three resolvers remain vulnerable when
processing queries specifically designed to induce maximum
work. Notably, these vulnerabilities appear closely tied to
cache behavior and memory management strategies. In the
next section, we further disentangle the impact of different
types of costs of recursive resolution.

5.5. Ablation Study

In this section, we conduct ablation studies on BIND9
to identify the dominant cost factors in processing work-

intensive queries. Following the cost categories introduced
in Section 3.3, we select three representative scenarios for
evaluation:

1) Minimal processing cost: Responses contain only the
minimal set of records necessary to complete resolu-
tion, reducing parsing and memory operations.

2) No cache: Based on the maximum-work query, we
modify all cacheable records to be uncacheable.

3) No DNSSEC: The DO bit is unset, preventing the
resolver from performing any DNSSEC validation.

The results, shown in Figure 6, are compared against
the baseline in Figure 5a. Disabling DNSSEC yields only
a modest improvement, suggesting that signature validation
is not the dominant cost factor under sustained stress. The
no cache configuration, by contrast, eliminates the most
severe degradation symptoms, such as near-zero QPS and
oscillatory resource usage.

The minimal processing cost configuration, which re-
duces the number and size of response records to minimize
parsing overhead, further improves performance. Average
QPS increases and response latency stabilizes compared
to no cache, although the improvement is more minor in
magnitude than the jump from baseline to no cache.

These results confirm that BIND9’s performance degra-
dation arises from multiple interacting cost sources. How-
ever, the disproportionate performance gain from disabling
caching, relative to the marginal benefit of further reduc-
ing processing costs, indicates that cache behavior is the
primary contributor. The findings point to several direc-
tions for strengthening resolver robustness: incorporating
sanity checks during cache entry admission to filter out
irrelevant or non-reusable entries; improving cache lifecy-
cle management, including expiration and eviction, to en-
sure predictable maintenance cost; and introducing adaptive
throttling mechanisms that modulate caching behavior under
stress. Together, these refinements can help maintain re-
solver stability without compromising the efficiency benefits
of caching.

6. Discussion

In this section, we provide further justification of our
resolver model and its potential refinements, followed by a



discussion of practical mitigation for the DoS vulnerabilities
discovered by rProfiler.

6.1. Model Abstractions

We take a protocol-centric approach to formalize our
ETS model, capturing all semantics of the resolution al-
gorithm. Therefore, rProfiler is capable of finding perfor-
mance bugs in any RFC-compliant resolver implementa-
tions, as demonstrated by our extensive evaluation. More-
over, through individualized cost annotations during the
probing stage, it can diagnose DoS vulnerabilities arising
from vendor- or operator-specific DNS configurations.

We currently model state transition costs based on em-
pirical estimation of resolver operations (Section 3.4.2).
These costs represent the aggregated resource consumption
of the underlying OSes and networking stack, abstracting
away lower-layer effects such as pervasive buffering and
scheduling by kernel or segmentation offloading by NIC.
Such simplicity enables tractable analysis over the vast,
complicated DNS state space.

While this abstraction might risk overlooking issues
rooted in lower layers, the performance bottleneck of DNS
resolvers typically arises from themselves. Our evaluation
reveals a strong correlation between cache efficiency and
resolver performance: a resolver can process queries at its
maximum capacity under normal conditions, but its effective
QPS plummets as malicious records start filling up the cache
while triggering excessive outgoing queries. We observed
that the performance degradation is caused by resolvers’
internal resource tension—such as saturated queues of out-
standing queries or reaching rate limits—rather than by
lower-layer resources, which always remain available. This
indicates that our approach can faithfully capture perfor-
mance issues at the intended level of abstraction.

It is possible to refine our model by defining low-layer
system mechanisms as fine-grained states and transitions, or
by enriching the cost functions to capture system-level re-
sources in a dynamic manner (which requires comprehensive
probing under varying workloads). This would allow more
precise performance profiling of DNS resolvers at the price
of increased model and system complexities. On the other
hand, since our results already suggest that the root cause
of performance degradation lies within resolvers themselves,
further investigation is required to determine whether such
refinements are necessary. We leave this for future work.

6.2. DoS Mitigation

Among the issues discovered by rProfiler, some arise
from protocol underspecifications, e.g., ambiguity in the
handling of irrelevant records in responses, and they can be
addressed at the design level without affecting DNS func-
tionality or performance. However, this is not the case for
many other issues induced by message amplification, record
multiplicity, and DNSSEC. In general, DoS vulnerabilities
in the form of amplified resource consumption is inherent to
DNS. They can be mitigated, but never eliminated. rProfiler

enables us to move beyond reactive patches toward proactive
and principled mitigation of those issues.

As an immediate benefit, rProfiler provides sound and
automated tools to assess whether various resolution limits
are appropriately set to bound the amount of resolver work,
which is difficult to analyze manually due to the complex
interactions between DNS mechanisms. These assessments
can further inform dynamic adjustment of resolution limits
based on the behavior of specific clients or upstream servers.

Another important aspect is for resolvers to become
more aware of the trustworthiness of incoming answers [16].
For any (well-formed) records received, a resolver should as-
sess whether and how they are relevant to the current query
or recursion context, before accepting and caching them.
This will alleviate attacks involving large or maximum-sized
responses. We suggest adding RFC clarifications to mandate
these enhancements for resolver implementations.

Anomaly detection is also essential for identifying and
mitigating unexpected or abusive behavior. Work-intensive
queries, while technically compliant, often exhibit detectable
anomalies such as unusually large responses. Resolvers
can leverage such indicators to mitigate potentially abusive
clients—for instance, by throttling or temporarily isolating
clients that consistently trigger anomalous queries. How-
ever, care must be taken to avoid collateral damage to
benign traffic [18]. rProfiler enables controlled generation
and evaluation of such edge cases, allowing researchers to
systematically test detection and mitigation strategies against
both legitimate and adversarial inputs.

Developing DoS-resilient resolvers require principled
approaches. Formal methods are indispensable in this regard,
not only for reasoning about existing DNS protocols, but
also for verifying the correctness and effectiveness of future
defense mechanisms. rProfiler establishes both formal and
practical foundations for exploring, validating, and refining
resolver design and implementation with strong resilience
to DoS attacks.

7. Related Work

Automated Analysis. Given the complexities of DNS pro-
tocols and implementations, it is desirable to develop auto-
mated analysis tools. As a widely adopted technique, fuzzing
has recently been applied to DNS. AmpFuzz [19] uses
greybox fuzzing to explore reflective amplification vectors
in UDP services including DNS. ResolverFuzz [20] and
ResolFuzz [21] target semantic inconsistencies across re-
solver implementations. They do not consider sophisticated
DoS vulnerabilities as we do and hence are complementary
to our approach. Also, they do not offer strong coverage
guarantees. Symbolic execution [22] in principle provides
exhaustive path coverage, but it suffers from path explosion
and scalability issues, making it challenging to be utilized
for comprehensive name resolution. The classic dynamic in-
strumentation technique [23] can be used to profile resolver
performance, but it can only reveal implementation-level
issues, agnostic to DNS protocols and resolution semantics.



Formal methods are being increasingly applied to DNS.
GRoot [6] provides a semantical model for name resolution
and develops a verification algorithm to analyze zone config-
urations. Its follow-up work SCALE [24] applies differential
testing to identify RFC compliance errors in authoritative
nameserver implementations. Li et al. discovered ToDoor
attacks using a state machine model [25]. These works deal
only with qualitative issues, e.g., whether a lame delegation
exists or a malformed response causes system crash.

Recently, an end-to-end formal framework was proposed
to model the essential resolver algorithm while enabling
statistical verification of quantitative properties [26]. It still
faces the challenge of exhaustively searching the DNS state
space and therefore cannot guarantee complete verification
results. Nevatia et al. make an attempt to address this gap
by establishing a sound and complete decision procedure
for DNS [27]. Yet, both their models consider only plain
name resolution without DNSSEC, and only message am-
plification without the costs to process messages. Therefore,
they are not able to uncover the comprehensive set of
sophisticated performance issues as rProfiler does.

DNS Amplification Attacks. Prior amplification vulner-
abilities on DNS were mostly discovered through man-
ual investigation. DNS Unchained [7] uses CNAME chain-
ing to induce repeated query rewrites. NXNSAttack [8],
TsuNAME [9], and iDNS [10] exploit delegation anomalies,
such as glueless, out-of-bailiwick, or cyclic NS records, to
trigger excessive resolution or referral loops. CAMP [11]
introduces failover referral and dense delegation, providing
a systematic taxonomy of message amplification vectors.
By composing these vectors into structured patterns, CAMP
demonstrates how a single query can trigger thousands of
outbound queries. KeyTrap [12] abuses DNSSEC’s permis-
sive validation by injecting multiple DNSKEYs with col-
liding key tags, leading to heavy cryptographic workload.
The NSEC3-Encloser Attack [13] generates costly NSEC3
proofs with high iteration counts to induce heavy SHA-
1 computation on resolvers, substantially increasing CPU
load. CacheFlush [14] overwhelms the resolver cache with
significant, attacker-controlled responses, resulting in fre-
quent evictions. All these vulnerabilities can be revealed by
rProfiler via systematic analysis.

Measurement of Public Resolvers. A large body of work
has measured public resolvers from the perspectives of
correctness, security, and deployment [28], [29], [30], [31].
Complementing these studies, rProfiler provides a broadly
applicable methodology and tools for measuring perfor-
mance issues across both self-hosted and public recursive
resolvers, contributing to the community’s understanding of
DoS risks faced by the global DNS infrastructure.

DoS Defense. Prior defenses against DNS-layer DoS attacks
mainly focus on reactive detection and runtime control. For
instance, upstream anomaly filtering [32] proposes anomaly
detection to mitigate application-layer DDoS while allowing
legitimate resolvers to continue operations, and DCC (DNS
Congestion Control) [18] enforces fairness on inter-server
channels under adversarial load through optimized fair-

queuing and anomaly detection mechanisms. By systemat-
ically modeling and quantifying resolver work to uncover
inherent amplification potential, rProfiler provides a foun-
dation to inform the design, configuration, and deployment
of resilient DoS defenses before attacks occur.

8. Conclusion

We present a systematic methodology to diagnose
protocol-level performance issues in DNS resolvers. By
formalizing the resolution process, we quantify resolver
work and propose an algorithm to identify its upper bound.
Building on this foundation, we have developed the rProfiler
system and applied it to uncover a class of subtle DoS at-
tacks that can overwhelm real-world resolvers while bypass-
ing all known query limiting mechanisms implemented by
them. We anticipate that this work will contribute to demys-
tifying DNS complexity and guide future improvements in
this critical Internet infrastructure’s security, efficiency, and
robustness, as well as the development of DNS standards.
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Appendix A.
Ethics Considerations

All experiments conducted as part of our evaluation were
designed with a strong emphasis on ethical considerations to
avoid unintended impacts on external networks and services.

Ideally, the rProfiler would be deployed in a real-world
environment to ensure the most accurate and comprehensive
profiling results. We purchased and hosted our own indepen-
dent domains rather than relying on third-party DNS service
providers. To further minimize the impact, all resolvers and
self-hosted nameservers were secured through access control
mechanisms at both the application layer, by configuring
resolver and nameserver access policies to restrict queries to
the test environment only, and the cloud infrastructure layer
by utilizing network security groups to block any external
access. Additionally, we strictly controlled the query rate to
avoid overwhelming the infrastructure.

Before conducting our experiments, we consulted with
the cloud provider to confirm that our tests would not
impact the cloud infrastructure or other tenants, ensuring
full compliance with their policies and best practices.

For ethical and security reasons, the rProfiler can be
easily deployed in a fully self-contained environment using
Dockerized components. By modifying the resolver’s root
hints, all queries can be redirected to a self-hosted DNS
hierarchy, eliminating interactions with external infrastruc-
ture. This ensures that profiling remains secure, private, and
repeatable.



Appendix B.
Correctness Proof of the Longest-Path Search
Algorithm

B.1. Model and Notation

We consider the ETS T' = (5, X%, V, 6, L, C). A transition
s 5 s is valid iff L(s',v) = true, where L : S x V —
{true, false} is the transition-legality checking function. The
transition cost is C(s,s’,0) € R, and the total cost of
a path T = (s0,v0) —% (s1,01) - —— (s, 0%) is
W(r) = Zf;ol C(84, Si+1,04). The algorithm maintains a
max-priority queue over tuples (—W, W, (s,v),7), a map
g: S8 xV — RU{—o0} storing the best known cost for a
given (s,v) pair, and updates (WW*,7*) when a s = S is
popped.

B.2. Assumptions

(A1) State completeness. The composite state x = (s,v)
contains all variables that affect transition legality and
successor availability. Thus, the feasibility and succes-
sors depend only on z.

(A2) Additivity. Costs are additive along paths: W (7 -(z <
z'))=W(m) +C(s,s,0).

(A3) Boundedness/termination. Either the feasible
composite-state space is finite, or the problem is
bounded in the sense that no feasible positive-cost
cycle exists (i.e., there is no way to make W(w)
diverge to +oo while respecting L).

B.3. Algorithmic Invariants

The algorithm enforces dominance only within the same
composite state: when popping (W, z), if W < g(z) the
entry is discarded; otherwise g(x) <— W and successors are
generated for all o with L(s,v).

We next prove optimality via three lemmas and a main
theorem.

Lemma 1 (Safe dominance). Let x be any composite state.
If two entries (W1,x) and (Wa,x) satisfy Wi < W,
discarding (W1, x) does not remove any extension that could
achieve a total cost strictly larger than the best achievable

Sfrom (Wy, x).

Proof. By (Al), the set of legal successors from = depends
only on z (not on the path). By (A2), any extension from x
adds the same incremental costs to both entries. Hence, an
entry with a smaller prefix cost can never overtake a larger
one when extended over the same successor set. Discarding
(W1, x) is therefore safe. O

Lemma 2 (Max-first popping). When an entry (W, z) is
popped from the priority queue, we have W = g(x).

Proof. Suppose (W,z) is popped while there exists an
unrevealed or queued entry (W' x) with W’ > W. Since

the queue orders by decreasing W (via —W as the key),
(W', x) must pop before (W, x), a contradiction. If (W', )
existed but had been discarded, it must have been dominated
by a value > W' at x, which again contradicts that (W, z)
is the first to pop with W < g(x). Thus W = g(z) at
pop-time. O

Lemma 3 (Optimal-prefix generation). Let ©* : zg —
x1 — - -+ — x} be an optimal feasible path from the initial
composite state vy = (Sp,vp) to some terminal x) with
s = Sy. Let W be the true optimal prefix cost to x; along
7*. Then for each i, the entry (W;, x;) is eventually inserted
and popped.

Proof. By initialization, (0,z¢) is inserted. Assume by in-
duction that (W, z;) is popped. The algorithm generates
x;+1 via 6 whenever L(s;41,v;4+1) holds. Since 7* is feasi-
ble, the successor is legal. If (W;11,2;41) were discarded,
it must be dominated at x;;; by some value > W,;;
(Lemma 1), contradicting the optimality of W, as the best
prefix cost for ;1. Hence, it remains and is eventually

popped (Lemma 2). [
Theorem 1 (Optimality). Under (Al)-(A3), upon termi-
nation the algorithm returns W* = OPT, the maximal

achievable total cost to any terminal composite state with
s = Sy, together with a corresponding path m*.

Proof. Let 7* be an optimal feasible path with total cost
OPT. By Lemma 3, (OPT,xy) is eventually popped
for the terminal xy, and the algorithm updates W* <
max(W*, OPT), so W* > OPT. Conversely, every update
of W* comes from some feasible path’s total cost, hence
W* < OPT. Therefore W* = OPT. By (A3), the number
of strict improvements of g(x) is finite, so the queue empties
and the algorithm terminates with (7*, W*). O

B.4. Unboundedness

If (A3) is violated (i.e., there exists a feasible positive-
cost cycle), then the optimal value is +oo; no algorithm
should return a finite optimum. In practice, one may detect
such cycles (e.g., via counters in v) and report the problem
as unbounded rather than return a finite value.

Appendix C.
Calibration

To enable the DRN to handle queries from resolvers,
we first trigger each resolver to issue a request for a multi-
label domain name. This allows rProfiler to understand the
resolution behavior of the resolver to be tested and calibrate
the DRN accordingly.

Our observations suggest that while resolvers may ex-
hibit preferences in query types and resolution order, the
primary query-response patterns align with those shown in
Figure 7.

In the absence of Qname Minimization [33], BIND9 and
Unbound consistently send A queries for the full gname



Q: [x]...Lexample.com. A? Q: [x]...Lexample.com. A?
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R: NS — DSs — RRSIGs R: NS — DSs — RRSIGs

Q: [x]...1.example.com. A? Q: [x]...1.example.com. A?

R: & — RRSIGs R: A — RRSIGs

Vil o+ [x-1]...1.example.com. DNSKEY? Dl - 1.example.com. DNSKEY?

R: DNSKEYs — RRSIGS

R: DNSKEYs — RRSIGs

nple.com. DNSKEY?

R: DNSKEYs — RRSIGS R: DNSKEYs — RRSIGs

(a) Bind9

Q: [x]...Lexample.com. A?
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Figure 7: Recursive resolution behavior observed in the
measurement.

during the recursive resolution process. PowerDNS performs
resolution by issuing A queries level by level.

When DNSSEC is enabled, RRSIG and DS records are
returned alongside the RRset it covers and NS records,
respectively. However, resolvers often need to launch addi-
tional queries to obtain DNSKEY records to construct the
complete chain of trust.

Furthermore, we found that different resolvers follow
distinct strategies for DNSSEC validation timing. Pow-
erDNS initiates validation immediately after receiving an
RRset’s RRSIG, promptly requesting additional necessary
records such as DNSKEY and DS. In contrast, BIND and
Unbound postpone these queries until the completion of the
plain DNS query and retrieval of a valid final answer.

Appendix D.
Meta-Review

The following meta-review was prepared by the program
committee for the 2026 IEEE Symposium on Security and
Privacy (S&P) as part of the review process as detailed in
the call for papers.

D.1. Summary

This paper addresses the systematic and principled dis-
covery of performance bugs in DNS resolvers. For that, the
paper presents a DNS profiler to collect formal models of
resolution behavior for DNS servers. This profiler models
recursive resolution as an Extended Transition System (ETS)
with cost annotations.

Testing three common implementations (BIND, un-
bound, pdns), it collects profiles of the corresponding reso-
lution behaviors. Based on the extracted resolution model,
resolution stress tests for the specific implementation are
designed, which, when applied to a DNS server-lead to
notable performance impact, revealing corner-cases in which
mitigations for known vulnerabilities are simply insufficient.

D.2. Reasons for Acceptance

o This paper has strong technical aspects, including the
formalization of resolver behavior and an implementa-
tion of a custom nameserver to enable testing; Espe-
cially the integration of the custom ETS model with this
resolver is core strength of the paper and will benefit
future research into the same direction.

o The paper newly introduces applying ETS to DNS
resolvers to quantify per-query work and identify max-
imum work patterns.

o The experiments are well designed and offer clear
insights into resolver behavior under stress; Additional
ablation tests contribute to identifying resource-sinks.

D.3. Scientific Contributions

1) Creates a New Tool to Enable Future Science

2) Addresses a Long-Known Issue

3) Identifies an Impactful Vulnerability

4) Provides a Valuable Step Forward in an Established
Field

D.4. Noteworthy Concerns

1) The model’s abstraction level does not focus on OS-
level and network-level components that can be major
contributors to resolver load in practice. DNS reso-
lution is deeply intertwined with lower-layer systems
such as the IP and UDP stacks, kernel buffering, NIC
drivers, and hardware interrupt handling, yet these are
not at the core of the ETS’ scope. The paper care-
fully discusses these limitations, and characterizes their



potential impact in the context of caching. Neverthe-
less, this still leaves a residual risk of mis-attributing
performance collapse if the responsible factors are not
represented in the ETS.



